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Practical Differential Gene Expression 
 
Introduction 
 
In this tutorial you will learn how to use R packages for analysis of differential expression. The 
dataset we use are the gene-summarized count data that we generated in the Practical Exon 
and Gene Quantification. 
 
For this practical we will evaluate differential expression between proliferating and 
differentiated cells using three different R packages (DESeq, edgeR and limma) and compare 
the results. The main differences are that DESeq and edgeR use negative binomial 
distributions while limma works with normal distributions and applies a specific transformation 
for count data that transforms data into “normal” distribution. 

More information about the packages can be found in the Vignettes 
http://www.bioconductor.org/packages/2.11/bioc/vignettes/limma/inst/doc/usersguide.pdf 
http://www.bioconductor.org/packages/2.11/bioc/vignettes/DESeq/inst/doc/DESeq.pdf 
http://www.bioconductor.org/packages/2.11/bioc/vignettes/edgeR/inst/doc/edgeRUsersGuide.
pdf 
 

Tip: copy-paste commands where possible. The > indicates the 
commands to be pasted in the R command line interface. Do not 
copy the “>” itself 
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Get started with edgeR (below) or DESeq (page 7) 
 

Load the packages: 

 > library(limma) 
 > library(edgeR) 
 
Set your working directory from which files are loaded and where files are written to. 
 
 > setwd("INCLUDE YOUR FILE PATH HERE AND USE FORWARD SLASHES") 
 
Check which version of the packages have been installed 
 
 > sessionInfo() 

This practical works with edgeR_3.0.0, limma_3.14.0 

 
 

Data import 
 
We need two input files: 
 
*count.gene.1.txt contains the count data for genes on chromosome 1.  
*metadata.txt contains the description of samples and conditions. 
 
You can give the metadata and countdata objects any name, but we will name it metadata and 
countdata here. 
 
 > metadata <- read.table("metadata.txt", sep="\t", header=T) 
 > countdata <- read.table("count.gene.1.txt", sep="\t", header=T) 
 
Put gene identifiers as rownames 
 
 > rownames(countdata)  <- countdata[,1] 
 > countdata <-  countdata[,-1] #this deletes the first column 
 
Check the dimensions and the layout of the data object: 
 > dim(countdata) 
  # [1] 2257 4 
 > head(countdata) 
 
--------------------------------------------------------------------------------------------------------- 
             A B C D 
AADACL3    0 0 0    0 
AADACL4 0 0 0 0 
ABCA4      0 1 3 10 
ABCB10    73 124 175 136 
ABCD3   258 390 649 411 
ABL2   741 1121 2387 1013 
--------------------------------------------------------------------------------------------------------- 
 
 
Now we are ready to construct an edgeR specific object called DGEList to hold our counts and 
the most important grouping variable (in this case we have only one describing the sample 
status (plus or minus)): 
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 > D <- DGEList( counts=countdata, group=metadata$group) 
 
The resulting object should look something like this (you will find the sample identifiers, groups 
and library sizes in D$samples and the counts in D$counts) 
 
 > D 
--------------------------------------------------------------------------------------------------------- 
An object of class "DGEList" 
$counts 
          A   B   C   D 
AADACL3   0   0   0   0 
AADACL4   0   0   0   0 
ABCA4     0   1   3  10 
ABCB10   73 124 175 136 
ABCD3   258 390 649 411 
2252 more rows ... 
 
$samples 
  group lib.size norm.factors 
A  plus   307747            1 
B  plus   469994            1 
C minus   923573            1 
D minus   647670            1 
--------------------------------------------------------------------------------------------------------- 
 
Check how many genes with at least one read in at least one condition are included in our list 
of counts.  
 
 > sum(rowSums(D$counts)>0) 
   # [1] 1799 
 

 
Normalization 
 
The default normalization method employed by “edgeR” is the trimmed mean of M values 
(TMM) method and accounts for under sampling of lowly expressed transcripts. Check other 
normalization methods by typing ?calcNormFactors 
 
 > Dnorm <- calcNormFactors( D ) 
 
View the calculated normalization factors  
  
 > Dnorm$samples 
 
The fact that values are close to 1, actually mean that the effective library size are not so 
different from the real library size, probably because there are no differentially expressed 
genes with high expression. 
 
Calculate the linearly scaled normalization factors 
 
 > lin.norm.factors <- (sum(D$samples$lib.size)/nrow(D$samples))/ D$samples$lib.size 
 > lin.norm.factors 
 
To visualize the effect of the TMM normalization procedure and compare it to a normalization 
on just the total number of reads, compare in an log-fold-change against log-counts-per-
million (analogous to the MA-plot for microarrays) the first (plus) and fourth (minus) 
experiment. The upper plot will be an MA-plot with no normalization, the middle plot based on 
the normalization of the total number of counts using the normalization factors calculated 
above. The lower plot will be the properly normalized plot using edgeR’s TMM method. 



4 

 
 > jpeg("norm_comp_edgeR.jpg") 
 > par(mfrow = c(3, 1)) 

 
 > maPlot(D$counts[, 1], D$counts[, 4], pch = 19, cex = 0.2, ylim = c(-8, 8), main="no 
normalization") 

 > grid(col = "blue") 
 

 > maPlot(D$counts[, 1]*lin.norm.factors[1], D$counts[, 4]*lin.norm.factors[4],  pch = 
19, cex = 0.2, ylim = c(-8, 8), main="normalization on total number of counts") 

 > grid(col = "blue") 
  

 > eff.libsize <- Dnorm$samples$lib.size * Dnorm$samples$norm.factors  
> maPlot(Dnorm$counts[, 1]/eff.libsize[1], Dnorm$counts[,4]/eff.libsize[4] , pch = 19, 
cex = 0.2, ylim = c(-8, 8), main="TMM normalization") 

 > grid(col = "blue") 
 > dev.off() 
 
 
Note: the orange dots on the side of the plot are the genes that are only expressed in one 
condition and have zero counts in the other. 
 
Make plots for biological replicates and evaluate which data transformation method better 
stabilizes the variance. 
 
 > jpeg("replicates.jpg") 
 > par(mfrow = c(1, 3)) 

 > plot(Dnorm$counts[, 1]/eff.libsize[1], Dnorm$counts[, 2] /eff.libsize[2], pch = 19, 
cex = 0.2,  main="linear") 
> abline(c(0,1)) 
 > plot(log(Dnorm$counts[, 1]/eff.libsize[1]),log( Dnorm$counts[, 2] / eff.libsize[2]),    
pch = 19, cex = 0.2 ,  main="log") 
> abline(c(0,1)) 
> plot(sqrt(Dnorm$counts[, 1]/eff.libsize [1]),sqrt( Dnorm$counts[, 2] /eff.libsize[2]),    
pch = 19, cex = 0.2 ,  main="sqrt") 
> abline(c(0,1)) 
> dev.off() 
 

 
 

Statistical testing 
 
In order to perform statistical testing, the edgeR package fits the data to a negative binomial 
distribution. The transcript counts are modeled as follows: 
 

 Ygij  ~  NB( Mj . pgi, φg) 
where 
 Ygij  the counts for transcript g in group i and replicate j 
 Mj the library size of replicate j 
 pgi the proportion of reads for transcript g and group i 
 φg the overdispersion for transcript g representing the variability 
 
 
The goal of the statistical testing is to find transcripts for which pg1 significantly differs from 
pg2. To do this, we must first estimate the overdispersion. edgeR allows this dispersion to be 
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estimated using several methods depending on your experimental design. The overdispersion 
is a linear combination of the common and the tag-wise (or gene-specific) overdispersion. In 
general, for experiments with a small number of replicates, it is advisable to give a relatively 
high weight to the common likelihood or just use the common likelihood, while experiments 
with larger number of replicates allow for a more accurate estimation of the tag-wise variance 
and thus more reliable statistical inference.  
For a single factor design as we have here, the default quantile-adjusted conditional maximum 
likelihood (qCML) method is recommended. For multifactorial designs, which we will not 
consider here, the Cox-Reid Adjusted Profile Likelihood method is used. 
 
First we will determine differentially expressed transcripts using only the estimated common 
dispersion.  
 
 > Dc <- estimateCommonDisp( Dnorm ) 
 > Dc$common.dispersion 
 
In our experiment, the overdispersion is relatively low. We have seen before that there is little 
variation between the replicates.  
 
In order to determine the differentially expressed genes, we will perform an exact test 
 
 > Dc.test <- exactTest( Dc )  
 
To retrieve and visualize the results and p-values, the “topTags” and “plotSmear” functions can 
be used. “topTags” generates a table that contains the statistical information calculated by the 
“exactTest” function. 
  
 > topTags(Dc.test) 
 > Dc.table <- topTags( Dc.test, n=nrow(Dc$counts) )$table 
  
Data from this table can be used in the visualization 
 
 > Dc.tomark <- rownames( Dc.table )[Dc.table$FDR < 0.05] 

 > jpeg("Diff_expr_common_disp.jpg") 
 > par(mfrow=c(1,1)) 

 > plotSmear( Dc, de.tags=Dc.tomark, main="Differential expression using the common 
dispersion") 
> dev.off() 

 
Also try the Volcano plot 
  

> jpeg("Volcano.jpg") 
> plot(Dc.table$logFC, -log10(Dc.table$PValue), pch=19, cex=0.2) 
> dev.off() 

 
Note that by default contrasts are calculated in alphabetical order unless specified otherwise. 
Thus, in our example Plus-Minus.  
 
Using the tagwise dispersion is almost as easy as using the common dispersion.  
We need to set a prior.n value. This prior is used to squeeze the tagwise dispersion to the 
common dispersion and a higher prior.n will give more weight to the common dispersion. The 
edgeR authors recommend choosing the prior.n so that the total number of degrees of 
freedom associated with the prior (df*prior.n) is about 20-30. In our case the prior should be 
around 10 as we have 4 libraries and 2 groups. When choosing a prior.n of 10 the common 
likelihood receives the weight of 10 individual tags.  
By default the trend of the dispersion is with the mean expression is corrected for. You can 
switch this off using the argument trend="none" 
To perform the analysis we type: 
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 > Dt <- estimateTagwiseDisp( Dnorm, prior.df=10, grid.length=500  ) 
 
Look at the posterior distribution of the tagwise overdispersion parameters: 
 
 > summary(Dt$tagwise.dispersion) 
 
As expected in this experiment, most of the tagwise dispersion estimates are very close to the 
common dispersion. 
  
In the exact test we need to specify that we are not using the common dispersion 
 
 > Dt.test <- exactTest( Dt) 
 
Again we can retrieve the statistics as follows: 
 
 > Dt.table  <- topTags( Dt.test, n=nrow(Dt$counts) )$table 
 
If you want to keep the results: 
 

 > write.table(Dt.table, file="top_table_edgeR_Plus_vs_Minus.txt", sep="\t") 
 
And make an MA-plot 
 
 > Dt.tomark <- rownames( Dt.table )[Dt.table$FDR < 0.05] 
 > jpeg("Diff_expr_tagwise.jpg") 

 > plotSmear( Dt, de.tags=Dt.tomark, main="Differential expression using the tag-wise 
dispersion") 
> dev.off() 

 
In order to observe the differences in p-value due to the tagwise and common dispersion 
estimates, we can plot these together in a single graph.  
 
 > jpeg("Comp_common_tagwise.jpg") 

 > plot(-log10(Dc.table$PValue[order( rownames(Dc.table))]), -log10 
(Dt.table$PValue[order( rownames(Dt.table))]), cex=0.2, xlab="-log10 pvalue common 
dispersion", ylab="-log10 pvalue tagwise dispersion") 
> abline(c(0,1)) 
> dev.off() 
 

  
What do you see? 
 

 
Questions 
 
1) How many transcripts are differentially expressed at an FDR (false discovery rate) of 0.05 in 
the results using the common dispersion and tagwise dispersion? 
 
2) Consider the adjusted p-values (False Discovery Rates) from the transcript using the 
common dispersion and the tagwise dispersion: are the results comparable? 
 
3) Continue with analysis with DESeq 
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DESeq 
 

 
Preparation 
 
 > library(DESeq) #we use v1.10.0; check with Sessino Info 
 > cds <- newCountDataSet(countdata, metadata$group) 

 
Normalization 
 
We can now choose whether we let DESeq estimate the size factor which will be used to 
normalize the data, which uses a robust normalization method, or that we normalize with 
respect to the total number of read counts. For now let DESeq estimate the sizes. The authors 
of DESeq claim better results with this method. 
 
 > cds <- estimateSizeFactors(cds)  
 
Return SizeFactors 
  
 > cds$sizeFactor 
 
Compare the results with those from edgeR and linear scaling  
 

Variance functions estimation 
As explained in detail in the DESeq paper, the core assumption of this method is that the mean 
expression is a good predictor of the variance, i.e., genes with a similar expression level also 
have similar variance across replicates. Hence, we need to estimate for each condition a 
function that allows to predict the variance from the mean. This estimation is done by 
calculating, for each gene, the sample mean and variance within replicates and then fitting a 
curve to this data. After this, dispersions are estimated. If you have no replicates, you should 
use the blind method. In our case we do have replicates, therefore we should use the pooled 
or the per-condition method. See also the DESeq vignette and help documentation 
(help(estimateDispersions)) for further explanation. 
 
 > cds <- estimateDispersions(cds, method="pooled") 
 
The function estimateDispersions performs three steps. First, it estimates a dispersion value 
for each gene, then it fits a curve through the estimates. Finally, it assigns to each gene a 
dispersion value, using a choice between the per-gene estimate and the fitted value. To allow 
the user to inspect the intermediate steps, a fitInfo object is stored, which contains the per-
gene estimate, the fitted curve and the values that will subsequently be used for inference. 
 
 > str( fitInfo(cds) ) 
 
We can plot the per-gene estimates against the mean normalized counts per gene and overlay 
the fitted curve by using the function plotDispEsts 
 
 > plotDispEsts <- function( cds ){ 
 
   plot(rowMeans( counts( cds, normalized=TRUE ) ), fitInfo(cds)   
 $perGeneDispEsts, pch = '.', log="xy", ylab="dispersion",     
 xlab="mean of normalized counts") 
   xg = 10^seq( -.5, 5, length.out=300 ) 
   lines( xg, fitInfo(cds)$dispFun( xg ), col="red" ) 
 } 
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 > jpeg("DispEsts_DESeq.jpg") 
 > plotDispEsts(cds) 
 > dev.off() 
 
As we estimated the dispersions from a small number of replicates, the estimates scatter with 
quite some sampling variance around their true values. Not all of the variability of the points 
around the regression line seen in the plot is sampling variance: some of it reflects differences 
of the true, underlying variance between different genes. If a per-gene estimates lies below 
the regression line, the assumption is made that this might indeed be sampling variance, and 
shift the estimate upwards to the value predicted by the regression line. If, however, the per-
gene estimate lies above the line, we do not shift it downwards to the line, but rather keep it 
as is. The option sharingMode of the function estimateDispersions can be used to control this 
behaviour. The value sharingMode="maximum" corresponds to the default. If you have many 
replicates (where many starts at around 7), the choice sharingMode="gene-est-only" will 
typically be more adequate. 
 

Statistical testing 
If you are convinced that the estimates and fitting went well you can proceed with the actual 
test to see which genes are differentially expressed between the two conditions. 
 
 > res <- nbinomTest(cds, "minus", "plus") 
 
You can inspect the results with a kind of M vs. A plot well known from its use in micro-array 
experiments. You will see the fold change on the y-axis and the mean expression  (over the 
two conditions) on the x-axis. Everything above the line y=0 is up regulated, everything below 
is down regulated. The red dots are the differentially expressed genes with significance level 
0.05 (adjusted p-value). Which of course you are free to adjust (res$padj < 0.05).  
 
 > jpeg("MAplot_DESeq.jpg") 
 > plot(res$baseMean, res$log2FoldChange, log="x", pch=19, cex=.7, col =   
    ifelse( res$padj< 0.05, "red", "black")) 
 > dev.off() 
 
It is good practice to order the list on p-value with most significantly expressed genes on top.  
 
 > resSig <- res[order(res$pval),] 
 > head(resSig) 
 
If you want to keep the results: 
  
 > write.table(resSig, file="top_table_DESeq_Plus_vs_Minus.txt", sep="\t", 
row.names=F) 
 
Another nice visualization of the results is a heatmap in which the variance stabilized counts of 
the top 100 differentially expressed genes are hierarchically clustered. 
 
 > vsd <- getVarianceStabilizedData(cds) 
 > select <- order(res$pval)[1:100] 
 > colors <- colorRampPalette(c("white","darkblue"))(100) 
 > jpeg("heatmap.jpg") 

 > heatmap(vsd[select,c(which(metadata$group == "plus"), which(metadata$group == 
"minus"))], col = colors, scale = "none") 
> dev.off() 

 



9 

 

Exercises 
1. Compare the top lists of differentially expressed genes found by DESeq with those 

found by edgeR 
 

2. How many genes are differentially expressed with FDR of 0.05? 
 

3. Plot the heatmap with the count data without variance stabilization. What do you see? 
Tip: counts(cds) 
 

 
 
 

Comparison with edgeR 
 
Now plot the logFC and the pvalues estimated by edgeR and DESeq against each other 
 

 > jpeg("FC_edgeR_vs_DESeq.jpg") 
> plot(Dc.table$logFC[order(row.names(Dc.table))], 
res$log2FoldChange[order(res$id)], cex=0.2, xlab="edgeR", ylab ="DESeq") 
> abline(c(0,1)) 
> dev.off() 

 
For edgeR with common dispersion: 
 
 > jpeg("Log10Pval_edgeR_common_vs_DESeq.jpg") 

 > plot(-log10(Dc.table$PValue[order(row.names(Dc.table))]), -
log10(res$pval[order(res$id)]), cex=0.2, xlab="edgeR", ylab ="DESeq") 
> abline(c(0,1)) 
> dev.off() 

 
For edgeR with tagwise dispersion 
 > jpeg("Log10Pval_edgeR_tagwise_vs_DESeq.jpg") 

> plot(-log10(Dt.table$PValue[order(row.names(Dt.table))]), -
log10(res$pval[order(res$id)]), cex=0.2, xlab="edgeR",ylab ="DESeq") 
> abline(c(0,1)) 

 > dev.off() 
 
 

Now continue with limma 
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limma  
 
Limma has a special data transformation method that can stabilize the variance in count data 
and remove some the dependence of the variance on the mean. It is called “voom”. After 
voom transformation you can apply all functionalities that limma has for fitting multifactorial 
linear models and perform hierarchical testing (shrinkage of the variance across genes). This 
procedure does therefore not depend on the binomial distribution anymore. 
 
Limma uses the calcNormFunction from the edgeR package to remove the effect of the library 
size 
  
 > nf <- calcNormFactors(countdata) 
 
You then have to create a design matrix just as you would do for microarray analysis, and 
perform the voom transformation  
 
 > design <- model.matrix(~metadata$group) 
 >  y <- voom(countdata, design, plot=TRUE, lib.size=colSums(countdata)*nf) 
 
From this analysis you will get a plot with the log2 transformed data (zero counts are put as 0.5) on the x-axis 
and the square root of the standard deviation (variance) on the y-axis. 
 
 

 
y is now an object where the scaled and log transformed counts are in the y$E object. The 
weights in the y$weights object are automatically taken into  the subsequent linear models 
and give lower weights to the tags with high predicted variance (overdispersion). 
 
Now fit the linear model 
 
 > fit <- lmFit(y,design) 
 > fit <- eBayes(fit) #this is the hierarchical test procedure 
 > head(fit$coeff) 
 
The fit$coeff object has a coefficient for every column in the design matrix. One is the 
intercept, in this case reflective of the expression level in differentiated samples. The second 
column represents the 2logFC between Plus and Minus.  
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P-values are in fit$p.value. Again the second column is for the contrast between Differentiated 
and Proliferating cells. 
 
Adjust p-values for multiple testing 
 
 > p.adjusted <- p.adjust(fit$p.value[,2], method="fdr") 
 
How many genes are found with FDR < 0.05? 
 
 
Write the results to file: 
 > results_limma <- cbind(fit$coeff, fit$p.value[,2], p.adjusted) 
 > colnames(results_limma) <- c("av_expr", "2LogFC", "pvalue", "adjusted_pvalue") 
 > results_limma <- results_limma[order(p.adjusted),] 

 > write.table(results_limma, file="top_table_limma_Plus_vs_Minus.txt", sep="\t") 
 
 
 

Comparison with edgeR 
 
Now plot the logFC and the pvalues estimated by edgeR and DESeq against each other 
 
 > jpeg("FC_edgeR_vs_limma.jpg") 

 > plot(Dc.table$logFC[order(row.names(Dc.table))], 
fit$coeff[order(row.names(fit$coeff)),2], cex=0.2, xlab="edgeR", ylab ="limma") 
> abline(c(0,1)) 
> dev.off() 

 
 
And compare limma p-values with the ones obtained by edgeR with tagwise dispersion 
 > jpeg("Log10Pval_edgeR_vs_limma.jpg") 

> plot(-log10(Dt.table$PValue[order(row.names(Dt.table))]), -
log10(fit$p.value[order(row.names(fit$coeff)),2]), cex=0.2, xlab="edgeR",ylab 
="limma") 
> abline(c(0,1)) 
> dev.off() 

 
What do you conclude? 
 
 

Exercise 
 

1. Compare also limma and DEseq results 
2. Look at the raw counts for the genes with most different p-values between edgeR 

and limma 
 



12 

These were the packages used for this exercise: 
 
 > sessionInfo() 
 
 
 
R version 2.15.1 (2012-06-22) 
Platform: i386-pc-mingw32/i386 (32-bit) 
 
locale: 
[1] LC_COLLATE=English_United States.1252  LC_CTYPE=English_United States.1252    
[3] LC_MONETARY=English_United States.1252 LC_NUMERIC=C                           
[5] LC_TIME=English_United States.1252     
 
attached base packages: 
[1] stats     graphics  grDevices utils     datasets  methods   base      
 
other attached packages: 
[1] edgeR_3.0.0        limma_3.14.0       DESeq_1.10.0       lattice_0.20-10    locfit_1.5-8       
[6] Biobase_2.18.0     BiocGenerics_0.4.0 
 
loaded via a namespace (and not attached): 
 [1] annotate_1.36.0      AnnotationDbi_1.20.0 DBI_0.2-5            genefilter_1.40.0    
geneplotter_1.36.0   
 [6] grid_2.15.1          IRanges_1.16.2       parallel_2.15.1      RColorBrewer_1.0-5   
RSQLite_0.11.2       
[11] splines_2.15.1       stats4_2.15.1        survival_2.36-14     tools_2.15.1         XML_3.95-
0.1         
[16] xtable_1.7-0        
 
 
  


